Assessing Program Impact

Required reading: RLF, Chapter 8

Impact assessment is, perhaps, the most important topic in this course because the goal for most evaluations is to answer the question “Does the program have an impact on the desired outcomes?” You can examine the impact of a demonstration project (i.e., a pilot or a first project that is developed to determine if a program concept works); you can examine the impact of a modification or change made to a program (to see if the change has the expected impact); you can examine a more established program (to see if it continues to have an impact); and you can compare one program to another program (to compare the programs’ differential impacts). In short, impact assessments can be done at virtually any phase of program development.

A randomized design is an experiment that has random assignment of participants to the groups (e.g., experimental and control) participating in the study. You will recall that random assignment is the best method for equating groups on all known and unknown extraneous variables at the start of an experiment. Consequently, randomized experiments usually provide the best estimate of net impact, compared to the other available research designs and methods. Randomized experiments are the “gold standard” of experimental research and offer the best strategy for obtaining evidence concerning cause and effect relationships.

A feature of this chapter is that the authors focus on field experiments (i.e. experiments that are conducted in relatively “real world” settings) rather than on laboratory experiments (i.e., experiments that are conducted in the lab under highly structured conditions). Program evaluations are almost always conducted in the field rather than in the lab.

I will provide some comments about each of the major sections in this chapter: 

· When is an Impact Assessment Appropriate?

· Key Concepts in Impact Assessment.

· Randomized Field Experiments.

· Limitations on the Use of Randomized Experiments.

Please note that I am going to include in this lecture a good deal of additional material that you should already know from taking your research methods class (so, hopefully, it will be review). This course is meant to build on your research methods course; hence, you might need to review some of the material from that course just in case you have forgotten some of it.

In the introductory section, RLF made several points to remember:

· When determining program effect (did the program cause the observed changes) we need an estimate of the counterfactural (i.e., what would have happened if the program had not been implemented?)

· In education and the social sciences, what we can determine is probabilistic causation; that is, our results and the relationships we describe in our results are probabilistic, not necessary or absolute. We obtain degrees of evidence, not proof of causation. 

· When thinking about causes in the social sciences and education, remember that we live in a multivariate world; that is, we live in a world of multiple causes, typically occurring concurrently; so be careful! 

· I will add to the discussion about causation here that you must always think about the three necessary conditions for cause and effect. So commit these three conditions to memory! Here is Table 11.1 from my (and Larry Christensen’s) research methods textbook: http://www.southalabama.edu/coe/bset/johnson/dr_johnson/oh_master/Ch11/Tab11-01.pdf
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When is an Impact Assessment Appropriate?

An impact assessment is appropriate when you need to know whether a program has a causal impact on certain outcomes. RLF point out that this can be the case for new programs, for pilot demonstration programs, for situations where changes are being made in ongoing programs, for periodic assessment of ongoing programs, and for testing the program theory. Keep in mind however, that before you commit to undertaking an impact assessment, it is wise to conduct an evaluability assessment to make sure the program and its stakeholders are ready for an impact assessment and that it is feasible to conduct an impact assessment. Basically, at least some form of an impact assessment frequently is called for in program evaluation. Also, if you are asked to conduct a benefit-cost assessment of a program, you must have an estimate of the program impacts. 

Key Concepts in Impact Assessment

I’ve already mentioned the counterfactual. Remember, however, that we can only estimate this, because it actually is counter to the fact (the fact is that some people do get the treatment and there is no way to also NOT give these same people the treatment). As you learned in the lecture on the Kirkpatrick model, and you will learn more in this and the following chapters, there are many designs that we use to get estimates of the counterfactual, and some of these designs are more trustworthy than others. Here are a few ways to estimate the counterfactual: establish a baseline with your people and use that as your estimate, find or construct a comparison group that is similar to your treatment group and use them to obtain your estimate, and use random assignment to establish a control group that, in the long run, can be considered to be probabilistically equivalent to your treatment group (this control group can provide the best estimate of the counterfactual). I will review some experimental designs in a moment.

RLF make the important distinction between randomized field experiments and quasi-experiments. The former have (by definition) random assignment to groups and are, therefore, the strongest designs for documenting cause and effect in real world settings. The latter (by definition) do not have random assignment and are, generally, moderately good at documenting cause and effect.

In impact assessment you want to know if a program has an impact. Another way of saying this is “Did the program have a causal influence on important program outcomes?” Impact assessment is about cause and effect. 

In order to conduct an impact assessment it is essential that you clearly articulate the program’s objectives, that you measure those objectives, and that you make sure that the program is sufficiently implemented to be able to expect changes in the measures as a result of the program. 

RLF take a counterfactual perspective on the issue of cause and effect, and claim that the randomized experimental model (i.e., an experiment with random assignment to the experimental and control groups) is the paragon of designs for determining impact. 

The idea is to first make sure that there are only chance differences between the experimental and control groups at the start of the study (this is done in randomized designs by randomly assigning individuals to the experimental and control groups). Then the experimental group receives the program services, and the control group does not receive the program services. Because the control group is believed to be similar to the experimental group in every except in the receipt of the treatment, the control group provides the counterfactual estimate (i.e., we use to control group to estimate what would have happened to the experimental group if it had not received the program services).  If the experimental group does better, on average, than the counterfactual estimate (i.e., the control group’s performance on the outcome variable) we can conclude that the program has an impact.  

Later in this chapter (and as I briefly mentioned above) you will see that different designs provide counterfactual estimates in different ways. For example, in a one-group pretest-posttest design the counterfactual is estimated by the pretest (i.e., the posttest is compared to the pretest). By the way, I discussed this issue of the counterfactual in the lecture on Kirkpatrick’s training evaluation model. The discussion was provided under level two of his model. I discussed several designs and the comparisons that are made in those designs. You can review that material is you feel rusty on it.

In general, we are not so naïve that we expect a program to be the only causal influence on the outcome measures. That’s because we live in a world of multiple causation (i.e., most events have multiple causes). Our goal is to isolate and determine if a program has an effect net of the other effects. The best way to neutralize or equalize all causes of the outcome other than the program is to randomly assign people to the experimental and control groups. If the group do not systematically differ on any variable (other than the program variable) then those extraneous variables will affect the outcome equally and the difference between the experimental and control groups (beyond chance differences as determined by statistical significance tests) can be attributed to the program. 

Because we want to know the program’s net effect, we hope to rule out as many extraneous variables as possible (random assignment is the best way).  

Researchers are also not so naïve that they believe that they are determining necessary or sufficient causes when they study the social world. Rather what we learn and document through empirical research is probabilistic causation (i.e., the best we can hope to find is that when X occurs, Y usually occurs or when X occurs, Y is likely to occur). 

A key problem in real world evaluation is that random assignment is often not feasible! Here is what RLF (in their last addition, and should not have taken it out of this edition) provide their good enough rule: the evaluator should choose the best possible design from a methodological standpoint after having taken into account the potential importance of the results, the practicality and feasibility of each design, and the probability that the design chosen will produce useful and credible results. An inexpensive or short term program will obviously not need as rigorous a design as an expensive, long-term program that will be provided to a large number of people.

Here is a nice impact assessment formula that is not included in this chapter, but can be helpful when thinking about program impact:
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The net effect is what RLF, later in the chapter, refer to as the program effect. We first defined program effect in the last lecture. What we really want in an impact assessment is a good estimate of the program effect. 

Randomized Field Experiments

I’m going to start by discussing the unit of analysis...When you are designing an experiment or reading about one in a journal article, one of the first things you need to determine is the unit of analysis. Try to answer this question: What kinds of units were studied, assigned to groups, and analyzed? The most common unit and research target is the individual level or unit of analysis; however, other units may include classrooms, schools, census districts, agencies, and families, to name just a few. 

It is important to determine the unit of analysis so that you can understand the nature of a study and so that you will know the type of unit to which you can generalize. The individual level or unit of analysis is the level that we are most frequently interested in, and it is the level at which we most commonly collect our data (e.g., via questionnaires and interviews).

The term ecological fallacy has been coined by sociologists to refer to an error of reasoning committed when someone draws a conclusion about individuals based on data about groups. For example, if crime rates are higher in districts that have a lot of elementary schools, one should not conclude (without additional and directly relevant data) that elementary school children are likely to commit crimes. It is also problematic when one draws a conclusion about a single individual based on group or aggregated individual level data; for example, if Mary is from a school with low standardized test scores, one cannot conclude that Mary has a low standardized test score. 

Now I am going to go into some depth (much of this is review from your methods course) on experimental research...

You will recall that the experimental group is the group that gets the intervention and the control group is the group that does not get the intervention. If you want to compare your experimental group (that gets your new intervention) to another group that gets some other intervention then use the term comparison group or contrast group not control group. For example, perhaps you want to know if your new intervention works as well as another already documented intervention for the same problem. The term control group is reserved to refer to the group that does not receive the intervention but is similar to the experimental group in other respects. 

In experimental research, the researcher’s goal is to find some credible estimate of the counterfactual and compare it to the experimental group’s result.  You might use a control group (i.e., the group not receiving the intervention) as your estimate of the counterfactual.  You want to know whether the experimental group members, on average, did better than would be expected if these same experimental group members had not received the intervention. 

You may also decide to use one or more comparison group (i.e., a group that receives a different intervention from the one the primary experimental group receives). If you decide to use a comparison group, the question becomes whether the experimental group does, on average, better than the comparison group. 

Some researchers like to include an experimental group, a comparison group, and a control group You might, for example, design a study to compare a promising approach for reducing statistics anxiety (use it with the experimental group) versus a standard anxiety reduction approach (use it with the comparison group) versus not providing any assistance (the control group). 

A key idea in experimental research is that you want your groups to be similar on all extraneous variables that are related to the dependent variable. If a variable is not related to the dependent variable, it does not cause a problem in estimating the net program impact. Another way of saying this is that you don’t want your grouping variable (you IV) to be confounded or correlated with any extraneous variable that is also related to the dependent variable. In general, and put most simply, you want your groups to be similar. You want the only difference between the groups to be the treatment condition (e.g., one group gets a treatment and the other group does not) that is imposed by the researcher after the groups have been constructed. 

Note that the dependent variable is almost always a quantitative variable in experimental research. The independent variable is often a categorical variable (i.e., a variable that varies in type of kind), although it can also be a quantitative variable (i.e., a variable that varies in amount). Gender (female versus male) and training method (training versus no training; or training method one versus training method two) are examples of categorical variables. A couple of examples of a quantitative independent variables are amount of practice time (10 min., 20 min., 30 min., 40 min., and 50 min.) and amount of drug ingested (none, 1 mg., 3 mg., 5 mg.).

Finally, take a moment to examine Exhibit 8-A on page 243 now, to see a useful way to think about the idea of program effect in a design that has a comparison/control group.

The most common randomized experimental designs, which an be used in the field or the laboratory, are as follows:

I. The randomized pretest-posttest control group design. By definition, this design has random assignment, a control group, a pretest, and a posttest.

Case 1.

This first example includes a treatment group and a control group. The DV (dependent variable) is quantitative (e.g., scores on a performance test) and the IV (independent variable) is categorical (e.g., training versus no training).
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Please continue on next page .  .  .

Case 2.

This second example includes a treatment group and a comparison group. The DV is quantitative (e.g., scores on a performance test) and the IV is categorical (e.g., a new multimedia training program versus a traditional classroom training program).
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Case 3.

This third example includes a treatment group, a comparison group, and a control group. The DV is quantitative (e.g., scores on a performance test) and the IV is categorical (e.g., a new multimedia training program versus a traditional classroom training program versus no training).
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Case 4.   This fourth example includes a quantitative independent variable and a quantitative dependent variable. The IV is amount of training and the DV is scores on a performance test.
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II. Another common randomized design is the randomized posttest-only control-group design. This design is like the previous design except that it does not include a pretest measure. You can use the same examples just shown--All you need to do is to remove the pretest from each of the examples. I will show the first example to demonstrate the point. 

Case 5.

This example is the old Case 1 except that the pretest measure is excluded.
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GOT IT? Just leave off the pretest for the randomized posttest-only control-group design.

Also remember this point: the randomized posttest-only design is still a very strong design because it includes random assignment to groups. Sometimes the nature of the dependent variable makes it impossible to include a pretest measure in a research study (e.g., such as a study examining the effect of a peer counseling program on dropping out of high school). Generally speaking, it is nice to have a pretest if possible because it gives you a read on the randomization process, it provides an additional data point for examination, it allows you to adjust for pretest differences that occurred by chance, and it usually increases the statistical power of the test of the treatment variable (i.e., other things equal, it makes it easier to obtain statistical significance when there is a treatment effect).

Another issue to think about when designing a study is that generally speaking, the more measurements of the outcome variable made before and after an intervention the stronger the design will be. For example, you can make the “best designs” (i.e., the randomized designs just discussed) even better! Multiple pretests give a more reliable and accurate estimate of the baseline conditions (showing, for example, whether the participants were increasing on a outcome variable before the intervention was introduced), and multiple posttests give a more reliable and accurate estimate of the post treatment condition, as well as showing the pattern of short term, intermediate, and, perhaps, long term results. A design is also strengthened, generally speaking, when you include more than one measurement during the intervention period because this helps you to understand when the treatment actually starts producing its effects, and, perhaps, why it works as it does. Multiple pretests, posttests, and intervention period tests are excellent additions to the above designs, but they frequently may not be feasible in practice because of time, resource, and logistical tradeoffs. 

RLF discuss, on page 239, three elements that are help you to understand what it means to have an equivalent group to your treatment group. In other words, the following are what full group comparability implies:

1. Identical composition. You want the groups to have the same kinds of people in them and you want the mixes of these people to be the same in the different groups. For example, if 95 percent of your experimental group participants have high SAT scores, 75 percent of them are females, and 25 percent are African Americans, you will want your control group to have these same percentages. You want the groups to be “equated” on these and other extraneous variables. If the percentages or ratios are not the same, you will not know whether any group differences observed after the intervention are due to the intervention or it they are due to preexisting differences in group composition.

2. Identical predispositions. You do not want the groups to differ on predispositions. For example, you do not want one group to include more efficient learners; you don’t want one group to have more highly motivated participants; and you don’t want one group to have a more positive image of the researcher and the project. If these kinds of predispositions are not similar, you will not know whether group differences observed after the intervention are due to the intervention or if they are due to differences in predispositions. 

3. Identical experiences. It is essential to maintain group comparability during the execution of the study. You want the non-intervention related experiences of each group to be as similar as possible across the time period of the implementation. If the non-intervention experiences are not the same, you will not know whether group differences observed after the intervention are due to the intervention or if they are due to differences in non-intervention experiences. 

Here is the big point: you want your groups to be similar in all respects except exposure to the different intervention conditions! 

The next practical question is, how can we get our groups to be similar?

The best way is to use random assignment (RLF use the term randomization to refer to random assignment), and this is the way that we achieve group comparability with randomized experiments which is the topic of this chapter. The researcher typically randomly assigns individuals to groups using a table of random numbers. You can also use systematic random assignment (which is analogous to systematic random sampling) as long as your list is randomly organized or has no cyclical patterns in it. The key to random assignment is that each individual has an equal chance of landing in the groups. This property of equal chance of assignment creates groups that are representative of each other (i.e., that are mirror images of each other except for any chance differences occurring between them). 

Here are two more methods for constructing similar groups that were also discussed in the last chapter:

· Use matching. Construct a control group of people who are similar to the members of the experimental group on one or more matching variables (e.g., make sure you have the same ratio of females to males in both groups). 

· Use statistical control.  Measure experimental and control group members on variables known to be related to the dependent variable and then statistically control for these variables during data analysis (using a computer program such as SPSS). 

Even if you randomly assign participants to groups, you can still use matching and statistical control to further equate the groups. Remember that when you randomly assign participants to groups there will still be chance differences between the groups, and matching and statistical control can help equate the groups on these differences. Having said this, if you have random assignment of enough participants you should, almost always, be fine! You don’t have to worry about using an additional control technique. You won’t need an additional control method because you have already used the best one (random assignment). It’s kind of like if you have a Rolls Royce or a Ferrari, you probably don’t need a better car. (Have I made the point that random assignment to groups is really good?!)

Random assignment works well the vast majority of the time as long as you have enough people. If you only have two people, for example, you could not expect random assignment to perform the miracle of equating the two groups (where each group includes one of the two people). Generally speaking you need at least 50 or 60 people per group, and you will need more if you plan on doing subgroup analyses. (If you don’t believe me, or want a much more accurate estimate of the sample size you need, then use a statistical power program to obtain your estimate. I list some in under web resources on the companion website for the Johnson and Christensen textbook.) 

Nonetheless, sometimes random assignment will fail, even when you appear to have enough people in the study, and unhappy randomization is a term that refers to this failure (Mohr, 1995). Unhappy randomization is going to happen every now and then no matter what you do. But fortunately, if you have sufficient sample size, it will only rarely occur.

It is essential that you do not confuse random assignment with random selection. Random assignment refers to using a randomization technique to create probabilistically equal groups; random assignment is used to construct similar groups that only have chance differences between them. Conversely, random selection refers to using a randomization technique to select a sample (i.e., a subset) from a population (the complete set). In other words, you use random selection when you want to obtain a sample that is similar to a population. You use random assignment when you want to create two or more groups that are similar to one another. Random assignment is the key issue for designing an experiment that can establish strong evidence of cause and effect (i.e., have high internal validity); in contrast, random selection is important for generalization (i.e., external validity). (If you need to know exactly how to draw a random sample or how to randomly assign people to groups, see Johnson/Christensen). 

Next, RLF provide several examples of randomized experiments (Exhibit 8-B, 8-C, 8-D, and 8-E). It is important to look at these real world examples to make the ideas more concrete.

Analyzing Randomized Experiments

This was not discussed in this chapter, however, I think it is important to cover, because this is an advanced course. If you have had IDE 510 you should be able to understand about 85 to 90% of the material included in this section on data analysis (although you may need to review some of the terms in your research methods book as you think about this material). If you have had IDE 621 (Quantitative Methods II) you should be able to understand all of the material in this section. If you are in our IDD doctoral program, it is essential that you understand all of the material on data analysis before you take your statistics/research exam. In your current class (i.e., IDE 660), I will test you on the general ideas, concepts, and terms.

Before I get started, here is a summary of the process of statistical hypothesis testing from Johnson and Christensen. I have included Table 16.3 from the J/C book which summarizes the process. The bottom line is that you get the p-value from the computer printout and if it is less than or equal to .05 you finding is statistically significant. The second bottom line is that even if a result is statistically significant, you still must get a measure of effect size and interpret your results for practical significance.

Please go to next page...

_ T A B L E 1 6 . 3 Steps in Hypothesis Testing

1. State the null and alternative hypotheses.

2. Set the significance level before the research study.

(Most educational researchers use .05 as the significance level. Note that the significance

level is also called the alpha level or, more simply, alpha.)

3. Obtain the probability value using a computer program such as SPSS.

4. Compare the probability value to the significance level and make the statistical decision.

Step 4 includes two decision-making rules:

Rule 1:

If: Probability value ≤significance level (i.e., probability value ≤alpha)

Then: Reject the null hypothesis.

And: Conclude that the research finding is statistically significant.

In practice, this usually means:

If: Probability value ≤.05

Then: Reject the null hypothesis.

And: Conclude that the finding is statistically significant.

Rule 2:

If: Probability value > significance level (i.e., probability value > alpha)

Then: Fail to reject the null hypothesis.

And: Conclude that the research finding is not statistically significant.

In practice this usually means:

If: Probability value > .05

Then: Fail to reject the null hypothesis.

And: Conclude that the research finding is not statistically significant.

5. Interpret the results. That is, make a substantive, real-world decision and determine

practical significance.

This means that you must decide what the results of your research study actually mean.

Statistics are only a tool for determining statistical significance. If you obtain statistical

significance, you must now interpret your results in terms of the variables used in your

research study. For example, you might decide that females perform better, on average,

than males on the GRE verbal test or that client-centered therapy works better than rational

emotive therapy, or that phonics and whole language in combination work better than

phonics only.

You must also determine the practical significance of your findings. A finding is

practically significant when the difference between the means or the size of the

relationship is big enough, in your opinion, to be of practical use. For example, a

correlation of .15 would probably not be practically significant, even if it was statistically

significant. On the other hand, a correlation of .85 would probably be practically

significant. Effect-size indicators (p. 484) are important aids when you are making a

judgment about practical significance.
Typically, there are multiple ways to analyze the data from randomized designs. Some authors suggest that you use more than one way to make sure you do not get conflicting answers. I will explain a few of the more common data analysis possibilities. 

At this point in the lecture, you should review once again my discussion of regression analysis in the last lecture because that is the form of the general linear model that I use in the following discussion. The bottom line is that in simple regression, you use one independent variable to predict or explain variance in the quantitative dependent variable. In multiple regression, you use two or more independent variables to predict or explain variance in the quantitative dependent variable. The beauty of multiple regression is that it provides for the statistical control of variables. For example, each multiple regression coefficient shows the degree of relationship between that independent variable and the dependent variable controlling for all other independent variables in the equation.

First, I will start with a case already described. Here it is again, followed by a discussion of data analysis:

Case 1.

This example includes a treatment group and a control group. The DV is quantitative (e.g., scores on a performance test) and the IV is categorical (e.g., training versus no training).
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The three most common ways to analyze the data from this design are as follows:

1. The most popular approach is to run a GLM (this “special case” of the GLM is often called ANCOVA or analysis of covariance) where (as shown below in the equation) Y is the posttest measure, X1 is the pretest measure, and X2 is the treatment variable. Assuming that X1 and X2 do not interact (which you should check for), your estimate of the net treatment effect is given by b2 (i.e., the partial regression coefficient for the treatment variable, i.e., this partial regression coefficient shows the relationship between the DV and the IV controlling for or adjusting for any differences between the groups on the pretest measure). We want to know if b2 is statistically significant (i.e., is p ( .05?). We also want to know the amount of outcome variable variance that is explained by the treatment variable.

Here is the GLM written out in equation form:

Y = bo + b1X1 + b2X2 + e

where,

b0 is the Y intercept

b1 and b2 are partial regression coefficients

X1 is the pretest measure

X2 is the treatment variable (e.g., let -1=control

 and +1=treatment, if you use effect coding)

e is the residual or unexplained part of the model

2. Another traditionally popular analysis is to compute a new, gain score variable (i.e., posttest score minus pretest score for each individual, which creates a new gain score variable). Then run a GLM to see if the difference between the gains made by the treatment and control groups is significantly different (i.e., is the difference greater than would be expected by chance?). This statistical analysis procedure is frequently called gain score ANOVA. In this GLM (Y = bo + b1X1 + e), Y is the gain score variable and X1 is the treatment variable (treatment versus control), and you want to know if b1 (your estimate of net treatment effect) is statistically significant (i.e., is p ( .05?). You also want to know the amount of variance explained by the treatment variable.   

3. The third way to analyze Case 1 data is to use a mixed model ANOVA (which is also a GLM but it is a little harder to write out in equation form). In this GLM, Y is the posttest, X1 is the pretest (covariate), X2 is “time” which is a repeated measures variable (i.e., all participants get a 1 for time one and a 2 for time two on this variable), and X3 is the between group treatment variable (treatment versus control). (There are some additional terms in this equation that I am not discussing here and you need not worry about.) In this analysis, you estimate the net treatment effect by testing the statistical significance (i.e., is p ( .05?) of the two-way interaction between time and treatment (i.e., is the difference between the groups at the posttest significantly different from the difference between the groups at the pretest?) If the answer is yes, then you have a statistically significant net effect. You must also determine the amount of variance explained by this effect, and you can use this as your estimate of net program effect in terms of explained variance.

Now I’m going to briefly discuss how to analyze data from the third case. I am only going to discuss the most common approach now, rather than go into the different possibilities. Here is Case 3 again for your convenience:

Case 3.

This third example includes a treatment group, a comparison group, and a control group. The DV is quantitative (e.g., scores on a performance test) and the IV is categorical (e.g., a new multimedia training program versus traditional classroom training versus no training).
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The most popular data analysis approach is to run a GLM (this version is often called an ANCOVA or analysis of covariance) and to follow this analysis with post hoc comparisons (with alpha adjustments such as Bonferroni, Sidak, or Tukey) to find out which group differences are statistically significant (check the p-values for each of these comparisons).  If the overall treatment effect was not statistically significant you would stop the analysis and not conduct post hoc comparisons.

If you have had IDE 621, here is a little information on the statistical modeling for this case. The GLM includes Y (the posttest measure) and two X variables to represent the treatment variable. Because the treatment variable has three categories it requires two coding variables if it is analyzed using the regression program in SPSS. It’s easier, however, to just use the GLM program in SPSS (which does some “behind the scenes” work for you) so that you don’t have to create any coding variables. You just click the categorical treatment IV under factor in SPSS and the quantitative pretest variable under covariate in SPSS, request eta squared, and click “go.” Assuming that the treatment does not interact with the pretest (be sure to check for this), you can use the dependent variable variance explained by the treatment variable as your estimate of the net treatment effect and you can check your estimated net treatment effect for statistical significance (controlling for pretest differences) by examining the p-value associated with the treatment variable on your SPSS printout (look to see if it is ( to .05).   

The bottom line for this case is that you are really interested in (the statistical significance and effect size) of some or all of the following comparisons:

--treatment one versus the control   

--treatment two versus the control

--the average of treatments one and two versus the control

--treatment one versus treatment two

If you can decide which of these comparisons you want before you analyze your data based on strong theory, you can call the comparisons planned comparisons rather than post hoc comparisons, and then you just conduct independent t-tests for the relevant comparisons without adjusting for alpha (according to some authors such as Keppel). The main advantage of doing all possible comparisons (with alpha adjustment) is that you may detect a statistically significant difference between groups that you did not anticipate. 

Now I’ll discuss how to analyze data resulting from Case 4. Here it is again for your convenience. 

Please go to the next page. . .

Case 4.

This fourth example includes a quantitative independent variable and a quantitative dependent variable. The IV is amount of training and the DV is scores on a performance test.
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Because the independent (treatment) variable is quantitative, you can treat the IV as quantitative and examine the relationship between the IV and the DV controlling for pretest differences. You want to know if the relationship between the quantitative treatment independent variable and the dependent variable (controlling for the pretest variable) is statistically significant and how much variance it explains. I would run this GLM in the regression program in SPSS because that program also provides the part correlations (which when squared provide the amount of variance uniquely explained by each variable, which is an excellent measure of effect size). If the relationship is curvilinear, you will need to model that kind of relationship (e.g., don’t use the SPSS linear regression program but, instead, use the curvilinear regression program). By the way, as long as you don’t have over 5 levels of the IV and you have enough cases, you can also analyze the above design using ANCOVA and compare the different pairs of levels (if you prefer to think in terms of comparisons rather than relationships). 

Next, what if you do not have a pretest in your randomized design? Answer, you will not have a covariate so you will simply do an independent t-test comparing the two posttest means (when you have a treatment and a control group) for statistical significance. If you have 3 or more groups you will need to do an ANOVA on the posttest scores to compare the group means and then follow-up this ANOVA with post hoc comparisons (and alpha adjustments). If your IV is quantitative, all you need to do is calculate a Person correlation between the quantitative IV and quantitative DV. In all of these cases you also need to get a measure of effect size (such as amount of variance explained in the DV by the IV).

Here is some additional discussion about data analysis… 

RLF include an excellent discussion of more advanced analysis procedures in Exhibit 8-F and Exhibit 8-G. In Exhibit 8-F they point out that you can include additional control variables in your general linear model. When reading Exhibit 8-F, try hard to understand why they included the additional variables in their analysis. In Exhibit 8-G, RLF show that you can also use structural equation modeling (also called causal modeling) to analyze your data. They show that you can sometimes obtain a much better understanding of your data this way. In fact, using SEM helps you to move beyond simply understanding descriptive or molar causation (i.e., where you only know that the IV causes the DV) to understanding explanatory causation (i.e., where you also have some information about why and how the IV causes changes in the DV). We do not teach structural equation modeling until our third statistics course (IDE 630). However, you can and should understand the basic ideas of causal modeling (e.g., read the section on it in the Johnson/Christensen textbook, 349-353).   

Remember what I said earlier: typically there are many different ways that you can analyze the results from a randomized experiment. RLF and I have explained the basic ideas of the most common approaches.

Limitations on the Use of Randomized Experiments

Earlier I said that the randomized experiment is the paragon of research designs. It is the strongest design for documenting cause and effect because it equates the groups on all extraneous variables at the beginning of a study. 

But, like everything else in life, randomized designs (i.e., a design with random assignment) have some weaknesses and limitations:

1. Randomized designs may not be very useful in the early stages of a program if the program is undergoing changes. A randomized design works best when the program will be consistently implemented during the experiment. 

2. Some stakeholders may not like the idea of randomly assigning participants to treatment and control groups. For example, they may argue that it is unethical to withhold a potentially useful treatment from the control group participants.  Sometimes, use of the regression-discontinuity quasi-experimental design (discussed in the next chapter can help with this problem).

3. Because a randomized design is usually implemented in its purest form with highly motivated staff, who probably want and try hard to make the program work, the intervention as delivered in an experiment may not closely resemble the intervention as delivered later by other people and agencies. For example, future program staff may not be as motivated and they may not be as highly trained, resulting in some implementation failure. 

4. Field experiments are time consuming and expensive.

5. Because of the strict requirements for achieving high internal validity, external validity (i.e., generalizability) of the results may be compromised.  At the same time, however, the results from a field experiment (the topic of this chapter) are typically more generalizable that those from a laboratory experiment  because field experiments are conducted in real world settings. 

6. The idea of using a randomized design is great, but there still can be a loss of integrity during the implementation of the experiment.   

You should strongly consider conducting a randomized field experiment when one or more of the following statements are true:

· You want to develop a program that you can submit to

the National What Works Clearinghouse 

· You are able to randomly assign participants to groups.

· You want to obtain strong evidence about the operation of a causal relationship.

· The results of the experiment are potentially important for policy or other considerations and you need strong, credible evidence of program impact.

· The fidelity of the intervention can be sufficiently controlled to allow a valid test of the program theory.

· The program is expensive and/or ongoing rather than being a inexpensive or one-shot program.

· You are able to meet high ethical standards and resolve any ethical concerns about the study. 

Recently, it has become increasing important that you try to use a randomized design because of government funding. Go to this site to see the design features that the government requires to establish that you have a PROGRAM THAT WORKS:  http://modelprograms.samhsa.gov/template.cfm?page=nrepgen
